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Submission instructions: 
 
• Submission is in pairs. 

Honor code: 
Each student is expected to be fully involved in solving all the questions. Furthermore, 
although you may discuss the solutions with other students, each pair must write the whole 
solution separately. In particular, it is not allowed to spread any piece of code / solution. 
 

 
• The answers will be submitted in 2 files: 

 
1. A doc/docx file with the “dry” part: answers to all the questions and the required 

explanations.  
2. A py file with the ”wet” part: you need to write the required code in the template file 

hw1_template.py. The code in this file must support your answers and conclusions, 
such that when run yields the results provided in the dry part. The grade for this part will 
be given for a correct and reasonable code, which avoids unnecessary complications and 
bad styling. 
 

• Note: the files should be named hwX_NAME1_NAME2 where X is the HW number (e.g. 
hw2) and NAME1 and NAME2 are the names of the students. For example: 
hw2_gur_hevroni_amir_rubinstein.docx.  

•  
• The assignment should be submitted via moodle. The 2 files should be uploaded to moodle 

by the deadline. You may submit late though, up to a maximum of 5 days for the whole 
semester. For that matter, submission after 23:55 is a day late. 

 
• Note: while each question normally has a single correct answer, the code you’ll write to 

answer them may be written in various ways. There is no single correct code. 
However, to get full score you must make an effort to write your code in a reasonable 
manner, in terms such as low complexity, meaningful names for variables, etc. 
 
You are requested to comment (#) your code, and you may even leave old code that you 
have written and no longer use (commented out!). This way we will be able to track your 
thinking process, at least partially. 
 

• Bonus: up to 5 points may be given as a bonus to your grade, for interesting, non-trivial 
comments, mostly biological ones, that you find relevant. For example: 

o A relevant application for the question’s topic that is beyond a trivial one 
o New information that sheds interesting light on the question, or puts it in an 

interesting biological context 
If you added such comments and would like them to be considered for bonus, add a clear 
title "INSIGHTS" before the comments. Also, make sure you state your references (a 
website, a course you took, a book, etc.). 
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ATG 

  

Question 1 – Some issues with our "home-made" hash tables 
a. In class, we discussed how the size of a hash table affects its performance: when the table is 

too small compared to the number of elements we want to put in it, it will become 

overloaded and the time it takes to search an element in it will increase. On the other hand, 

when the table is too large, a lot of memory is used.  

The following function tests how various table sizes affect running time: 

 

 

 

 

 

 

 

 

 

 

 

 

I) Explain briefly what this function measures.  

II) Amir claims that when the table size is at least 10 times larger than the number of 

elements in it, the performance improves significantly, because there will be almost 

no collisions. Gur claims that this is a waste of memory, and the performance is not 

significantly reduced even when the table size is some (not too small) percentage of 

the number of elements. Run the function and look at the printouts, and give your 

conclusion regarding this issue. You may also want to observe the memory usage of 

your computer in order to make an intelligent conclusion. 

 
b. Suppose we have a hash table of size 10**6 with only 100 elements in it: 

import random 

ht = create_hash_table(10**6) 

for i in range(100): 

 insert(ht, random.random()) 

print(ht) 

import time 
 
def test_table_sizes(): 
    n = 10**6 
    for size in [n//20, n//10, n, n*10, n*20]: 
        print("table size = ", size) 
        t0 = time.time() 
        ht = create_hash_table(size) 
        for i in range(n): 
            insert(ht, i) 
        for i in range(n): 
            res = find(ht, i) #res is not used 
        t1 = time.time() 
        print(t1-t0) 
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Running this code make IDLE get stuck, because we try to print a very large table. However, 

the table only contains 100 elements, and we would really like to be able to observe the 

content of the table (when not too large in itself). The following function does the work: 

 

 

 

 

 

Explain briefly what it produces, and copy-paste to the docx file you submit the output of the 

previous piece of code, with the last line replaced with: 

 

print(squeeze_table(ht)) 

 
Question 2 – Common substring for 3 strings 
In this question we will deal with the common substring problem, but for three strings instead of 

two (as we did in class). The input for this problem is 3 strings, s1, s2, s3, and a positive integer k. 

The output is all the substrings of length k that appear in all three strings. 

 

a. Look at the following naïve solution: 

 

 

 

 

 

 

 

 

 

 

We want to use this function to find all the common substrings of length k=50 of the three 

genomes of Mycobacterium tuberculosis, Salmonella enterica, and Mycobacterium leprae. 

Approximately how much time would it take? Estimate the running as we did in class, by 

adding printouts. 

 

def common_3ss_naive(s1, s2, s3, k): 
    """ return a list with all substrings of length k common to  
        s1, s2 and s3 """ 
     
    L = [] 
    for i in range(len(s1)-k+1): 
         for j in range(len(s2)-k+1): 
              if s1[i:i+k] == s2[j:j+k]: 
                   for m in range(len(s3)-k+1): 
                       if s1[i:i+k] == s3[m:m+k]: 
                            L += [s1[i:i+k]] 
             
    return L 

def squeeze_table(htable): 
    L = [] 
    for lst in htable: 
        for elem in lst: 
            L += [elem] 
    return L 
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b. Modify this solution, by using Python's 'in' operator. Call the new function 

common_3ss_naive2, and make it contain only a single for loop.  

 

c. By how much is the solution from section b faster than the one from a? Estimate the running 

time again. Are you satisfied? 

 

d. Now improve the solution by using our "home-made" hash tables that we saw in class (slide 

19 in the updated lecture 3). Try optimizing your solution as much as possible, in terms of 

running time. Call your function common_3ss_hash. 

 

e. Run common_3ss_hash and find all the common substrings of length k=50 for the three 

genomes mentioned earlier. How much time did it take the execution to terminate this time?  

 
f. So, how many substrings of length 50 are common to the three genomes?  

 
g. Repeat the last section for k=1, 2, 3, …, 20. Also calculate the theoretical number of possible 

k-mers for each such k (for example, there are 41 possible 1-mers, 42 possible 2-mers, etc.). 

Present the results in a table: 

 
 

 
 

 
 

 

h. Can you provide a reasonable explanation for the differences / similarities in this table? 

 

i. Now we want to find the longest common substring for 3 given strings. We could check 

increasing values of k (k=1,2,3,…), but we want to make it more efficient, and use a binary 

search approach, as we saw in class (the function longest_common_substring_bsearch). Write 

a function longest_common_3ss_bsearch that works in this way. The function should 

use the function common_3ss_hash that you wrote earlier. 

 

Example: 

 
 
 

k Number of common k-

mers for the three genomes 

Theoretical number of 

possible k-mers 

1  4 

2  16 

…   
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>>> longest_common_3ss_bsearch("AAATTT", "CCCAATT", "GGGGGGAATTGG") 
Starting binary search on length of common substring... 
1 found 
2 found 
4 found 
8 not found 
 
Now searching for lengths between 5 and 7 ... 
6 not found 
5 not found 
The longest common substrings are of length 4 : ['AATT'] 

 
j. Find the longest common substring of the three genomes of Mycobacterium tuberculosis, 

Salmonella enterica, and Mycobacterium leprae. You can use any approach you wish, but try 

to be efficient. What is its length?  

 

k. Suppose we wanted only to know whether or not 3 given sequences have a common 

substring of a given length k. In other words, instead of finding the actual common 

substrings, the output will merely be True if they do and False otherwise.  

 
Amir suggests the following idea: we already have a solution for 2 strings, which we saw in 

class (the function common_ss_set). We will check if each pair of strings (s1 and s2, s1 and 

s3, s2 and s3) has a common substring of length k. If all 3 pair do, then we can return True, 

otherwise False.  

Gur claims that Amir's idea is faulty. Who is right? Explain, possibly with an example.  

 

 

Question 3 – regular expressions 
Suppose we have an imaginary restriction enzyme called AbcI, whose recognition site is AAA (3 

Adenines) and 2 repetitions of the following pattern: A then T and then either T or G. The 

enzyme cuts right after the third A from left. For example, if dna = 

"CCCAAAATTATGCCAAAAATTATTATTCCC", then AbcI would cut between the 

underlined nucleotides, right after positions 5 and 17, and we will get the fragments 'CCCAAA', 

'ATTATGCCAAAA', and 'ATTATTATTCCC'. 

 

Predict the cut positions that we will get (the positions after which there would be a cut), if we 

digest the genome of Mycobacterium leprae with AbcI.  

The code you used should be included in the py file, and the results in the docx file. 

TAG 
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