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Spring 2015 
 

Home assignment 1 – Due April 21
st

, 23:55 
 
 

Submission instructions: 

 

 Submission is in pairs (or singles after approval from the lecturer) 

Honor code: 

Each student is expected to be fully involved in solving all the questions. Furthermore, 

although you may discuss the solutions with other pairs / students, each pair must write the 

whole solution separately. In particular, it is not allowed to spread any piece of code / 

solution. 

 

 

 The answers will be submitted in 2 files: 

 

1. A doc/docx file with the “dry” part: answers to all the questions and the required 

explanations.  

2. A py file with the ”wet” part: any code you have written to answer the questions. The 

code in this file must support your answers and conclusions, such that when run yields 

the results provided in the dry part. The grade for this part will be given for a correct 

and reasonable code, which avoids unnecessary complications and bad styling. 

 

 The assignment should be submitted via moodle. The 2 files should be uploaded to moodle 

by the deadline. You may submit late though, up to a maximum of 5 days for the whole 

semester. For that matter, submission after 23:55 is a day late. 

 

 Note: while each question normally has a single correct answer, the code you’ll write to 

answer them may be written in various ways. There is no single correct code. 

However, to get full score you must make an effort to write your code in a reasonable 

manner, in terms such as low complexity, meaningful names, etc. 

 

You are requested to comment (#) your code, and you may even leave old code that you 

have written and no longer use (commented out!). This way I will be able to track your 

thinking process, at least partially. 

 

 Bonuses: up to 5 points may be given as a bonus to your grade, for interesting, non-trivial 

comments, mostly biological ones, that you find relevant. For example: 

o A relevant application for the question’s topic that is beyond a trivial one 

o New information that sheds interesting light on the question, or puts it in an 

interesting biological context 

If you provide such comments, make sure you state your references.  
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ATG 

  

Question 1 

Following is the DNA sequence of the yeast S.Cerevisiae gene IME1 (transcribed during early 

meiosis stages): 

 

ATGCAAGCGGATATGCATGGAAAACTTCACGCTGCCTTAGAAGATGGTTTCTTCCTCTTT 

CCTTTTGAACAGCAACAACAACCTAACATTTATTATGACACAACCACCGATCAAGAAGAC 

CGTCCTTGTTTTTCTTTTGGATCTACAATTTCCCCTAGAAGTTGGCATTTTGAAAAGTCT 

GACAAAATTGCCTCATCTCAGCTGCAGAACTTGGTTCATACACAACCAATTCATTTAATT 

AATCCTCAAATATTGTTCAATGAAGAGTTTCTGAATTTGGAAAATATTGATTCTCAGCCT 

ATTTCCAAGGAAACGAAAACTACGAAGGACTGCACAATGGCAACTGGTCCTGAAAGAGGA 

AAAAAGAGCTCTGAAAGTACCAGATCCTCTTCATTATCATCTCTTTTTTCTAATGATGAA 

TCCGCATCTACGTTCCACTCATCATTCAATAACCATGATAACTTTCAAAAGAGCAACAGA 

AATGGAGATGATATCGATATTAGTGACACAATAAAATATGAAACTAATACAAATGCACAA 

AAAGATATCAAAATATTCCAAGAAAATTTTGAATTCAATGAATTCCCATACACACAAGAC 

TTCTACCCATATACCACTAATTATACCTATTCAAAACCCACAAATATTCATGAATCAATA 

AATTCAAAAAACACGGATTCATACTCCCAATATCAAGATCAGTTTCCACCACATACTGAT 

AACATACATTCCTTTAATAATCGTCACTATAGCAACCATAAAAGCACTAATTGTAATTAC 

TATAATAATACCAGCAATAATAACAACGCCTCCGATAATGTATATGAGGCAGATCCATTT 

ATAGATGAACCTCAGGTGCCCTCCTACTATTACCCATTAGAAATTGCCTTCGACGTTGAA 

AAATCACCACCGCCATCACTACAAAAATTAAATTCAAAAGAGTTAGAATTCCTAAAAAAG 

TTGAACTCCAAACTGTCAAGATATGCTGCGGCTTACTCCTTCAGCAGTTCTAATGATCAA 

GATTATTATGACAAGGTCAGGTTTCAAGAAATATCCTACAAGTTTAGTAAAACCTATTCT 

TAA 

 

a. Which nucleotide is the least frequent one in this gene? Calculate its abundance (in %).  

b. If we take into account the reading frame (i.e. the first codon is ATG, the second is CAA 

etc.), how many times does the triplet TTC appear in the gene? 

 

In the next sections use the following function: 

 

 

 

 

 

 

c. What type of object does this function return? What does it contain as a function of the 

input? 

d. Use this function to find the most common nucleotide triplet in the gene, assuming we 

ignore the reading frame (i.e. first codon is ATG, second is TGC etc.). How many times 

def codons_stats(dna): 

     count = dict() #empty dictionary 

 

     for i in range(len(dna)-2): 

          if dna[i:i+3] in count: 

               count[dna[i:i+3]] += 1 

          else: 

               count[dna[i:i+3]] = 1 

     return count 
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does it appear? Answer this using a loop, rather than "manual" inspection (although in this 

case you could verify the answer manually). The loop would look like this: 

maxi = 0 

for codon in d: #d is a dictionary of codons:counters 

     if(d[codon]) > maxi: 

          ... 

 

e. Repeat the previous section, this time considering the reading frame. Do this by inserting a 

small change to the function codon_stats (hint: you only need to change the for loop line). 

Sanity check: verify that the length of the gene is 3 times the total number of codons. 

Given a dictionary d whose values are numbers, the expression sum(d.values()) 

gives you the sum of the values in d. 

 

 

Question 2 

a. The class str has a function named find: 

 

>>> "TAATAGCTAT".find("TA") 

0 

>>> "TAATAGCTAT".find("TA",1) 

3 

>>> "TAATAGCTAT".find("TA",3) 

3 

>>> "TAATAGCTAT".find("TA",4) 

7 

>>> "TAATAGCTAT".find("TA",8) 

-1 

 

Explain what this function does. You can use Python's help function, forums, and simply 

play with the code. 

 

b. Look at the following function, which uses str's find (seq should be a string): 

 

 

 

 

 

Explain what this function does, given a string seq and an additional string pattern. 

Verify your answer by executing the function on various examples. 

 

def what(seq, pattern): 

     site = 0 

     site = seq.find(pattern) 

     while site != -1: 

          print(site) 

          site = seq.find(pattern, site+1) 
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The rest of this question refers to a DNA sequence from chromosome 1 of the yeast 

Saccharomyces cerevisiae. You will find it in the file sc_dna_c1.txt  on the website. The 

sequence is represented in a format called FASTA. In this format, before the sequence itself, 

there is a row with a comment, beginning with >gi. This row is not part of the sequence, but it 

contains the gene's name and some additional details.  

For example: 

 

>gi|330443391|ref|NC_001133.9| Saccharomyces cerevisiae S288c chromosome I, complete sequence 

CCACACCACACCCACACACCCACACACCACACCACACACCACACCACACCCACACACACACATCCTAACA 

CTACCCTAACACAGCCCTAATCTAACCCTGGCCAACCTGTCTCTCAACTTACCCTCCATTACCCTGCCTC 

CACTCGTTACCCTGTCCCATTCAACCATACCACTCCGAACCACCATCCATCCCTCTACTTACTACCACTC 

ACCCACCGTTACCCTCCAATTACCCATATC… 

 

c. The restriction enzyme ECOR1 cuts DNA sequences in the restriction site 'gaattc'. We 

want to find in how many places ECOR1 can cut the DNA from the above mentioned 

chromosome. Answer this by making a small change in the function what. 

d. Now we want to find the first reading frame in this chromosome (i.e. the earliest 

subsequence that starts with a start codon and ends with a stop codon), translate it into a 

protein and present the outcome in a 3-letter format for each amino acid.  

 

Follow these instructions, and use the code we saw in class: 

1. Find the first occurrence of a start codon. 

2. Find the first stop codon that fits the reading frame defined by the start codon you 

found. State which stop codon this is, and at what index in the sequence it is located. 

3. Translate this sequence into a protein (use the function dna_translate we saw in class).  

4. Write a function prot123: 

- The function gets a protein sequence, in which amino acids are represented by a 

single letter. For example 'QAQI'. 

- The function returns the same protein, but each amino acid will be represented by 

3-letters, with spaces between aa's. For example: "GLN ALA GLN ILE". 

Use a reverse dictionary to the one we saw in class (which maps from 3 to 1 letter 

representation). Find a way to generate this "1 to 3" dictionary automatically from the 

"3 to 1" dictionary we saw in class. This will require a single for loop. 

5. Provide the protein sequence from the last section in 3-letter representation. 
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Question 3 

Let us define a compete random mutation:  given a DNA sequence, a randomly picked 

nucleotide in it will change to one of the other 3 possibilities, also picked at random. For 

example, given “ATTCGG”, assume the first position was picked for the mutation, then "A" 

will be changed to either "C", "G" or "T" at random with equal probabilities. 

We want to empirically estimate the probability for a complete random mutation in a gene 

being silent (i.e. not affecting the protein sequence resulting from it).  

 

a. Write a function rand_mut(gene) that gets a DNA sequence, and returns this sequence 

after a complete random mutation. Example: 

>>> rand_mut("ATTCGG") 

'GTTCGG' 

>>> rand_mut("ATTCGG") 

'ATTCAG' 

 

Help: the library random has several useful functions. Consider using 

random.choice and random.randrange. 

 

b. Run your function 1000 times on the DNA sequence of IME1 from question 1. Count 

how many mutations were silent, by comparing the resulting proteins (use dna_translate 

we saw in class). Conclude what the probability for a silent complete random mutation 

is. 

c. Bonus (5 points): in fact, there is no need to translate the whole sequence into a protein 

to know if the mutation is silent. Repeat the previous section, without full translation. 

Explain what you did. 

d. Do you think the answer to section b (or c) indeed represents the probability for a silent 

mutation in nature? Explain.  

 

 

TAA 


