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Submission instructions: 
 
• The assignment should be submitted via moodle. 

 
• It is allowed to submit in pairs: 

 
o In such a case, only one of the students will upload the required files to moodle. The 

files’ names will be id1_id2, when id1 and id2 are the ID numbers of the 2 students. 
 

o Both students MUST be fully involved in preparing the exercise, writing the executing 
code, etc. 

 
• The questions will be submitted in 2 files: 

 
1. The “dry” part will include answers to all the questions and the required explanations. 

This part will be submitted in a single doc/docx file. 
2. The ”wet” part, with all the code you have written to answer the questions will be 

submitted in a py file. The code in this file must support your answers and conclusions, 
such that when run yields the results provided in the dry part. The grade for this part 
will be given for a correct and reasonable code, which avoids unnecessary 
complications and bad styling. 
 

• The 2 files should be uploaded to moodle by the deadline. You may submit late though, 
losing 5 points for each day. For that matter, submission after 23:55 is a day late. 

 
• Note: while each question normally has a single correct answer, the code you’ll write to 

answer then may be written in various ways. There is no single correct code. 
However, to get full score you must make an effort to write your code in a reasonable 
manner, in terms such as complexity, meaningful names, etc. 
 
You are requested to comment (#) your code, and you may even leave old code that you 
have written and no longer use (commented out!). This way I will be able to track your 
thinking process, at least partially. 
 

• Bonuses: a maximal amount of 10 points may be given as a bonus to your grade, for 
interesting comments, mostly biological ones, that you find relevant. For example: 

o A relevant application for the question’s topic 
o New information the sheds interesting light on the question, or puts it in an 

interesting biological context 
• You may bring information from previous courses, a seminar you are taking, your own 

research, or even the internet. You must state your references.  
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Question 1 – Time complexity of suffix tree operations 

The goal of this question is to practice “real” time measurements, and to gain some intuition on the 

notion of time complexity, in the context of suffix trees. 

a. In class, we saw the naïve implementation for building a suffix tree of a given string. What was 

the time complexity of this implementation, as a function of the string’s length (denoted l)? 

b. Let’s put this result under a “real” time measurement test. The file sc_dna_c1.txt in the site 

(under HW1) contains a DNA sequence from chromosome 1 of S.cerevisiae. 

1. What is the length of the DNA sequence in the file? 

2. Measure the “real” time it takes to build the suffix tree for the first k nucleotides in this 

sequence, for k = 1000, 2000, 4000. Use Python’s time.clock()(you need to import 

the time module) to conduct the measurements. Use help or forums if needed. 

c. Explain how your results in (b) support your answer to (a).  

d. Recall the substring problem: given 2 strings s1 and s2, we want to know if s1 contains s2. 

Suppose we have already built the suffix tree for s1. What is the time complexity for solving 

this problem, as a function of the strings’ lengths? Separate your answer to “best-case” and 

“worst-case” scenarios. 

e. Design the appropriate “real” time measurements, to support your answer to (d). explain what 

you expect the results to be, and show how they indeed support your answer to (d).  

f. Lastly, we will compare the solution from (d) to a simple “Pythonic” solution to the substring 

problem: 

>>> s2 in s1 

 This statement evaluates to either True or False. 

 What do you expect the time complexity of this statement to be (worst and best cases)? Design 

appropriate tests, explain them and give your conclusions. 

g. Give your opinion on this statement: “Polynomial time algorithms are efficient ones. If we have 

a polynomial solution to a problem, we can always solve it in practice.” 

 
 

Question 2 – Deleting in a trie 

Following is an implementation for deleting a given string from a trie. This implementation also 

appears in hw3.py for your convenience. However, this function contains a bug. Try to find the bug: 

find at least one case in which the function does not work properly; find the common characteristics of 

the problematic cases for which the function fails; explain exactly why it does not work properly in the 

cases you characterized; and suggest explicit fix to fix this bug, in code (fix the function in HW3.py). 

 

Bonus: a fix that adds only 1 simple line to the function and does not delete or change anything else in 

it will provide you with 5 additional points for your grade. 
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Execution example: 

>>> t = trie_build(["dna", "rna"]) 
>>> t 
{'r': {'n': {'a': {'$': '$'}}}, 'd': {'n': {'a': {'$': '$'}}}} 
>>> trie_delete(t, "dna") 
>>> t 
{'r': {'n': {'a': {'$': '$'}}}} 

 

 

Question 3 – regular expressions 

a. Write a function find_pattern(seq, pattern, pre, post), which gets a sequence seq, a pattern pattern 

(a string in the syntax of Python’s regular expressions), and 2 additional integers pre and post. The 

function will print all the occurrences of regex in seq, in their context. The context should begin 

pre positions before and end post positions after the pattern. If the context outreaches either end of 

seq, fewer characters will be printed. The pattern will be printed in uppercase letters, while the 

context in lower case letters. In addition, the beginning position of the pattern will be printed. 

 

For example: the file cap2.txt in the site contains the protein Adenylyl cyclase-associated 2 

(CAP2) of the organism Orangutan in FASTA format: 

  
>Q5R5X8|CAP2_PONPY CAP 2 - Pongo pygmaeus (Orangutan). 

MANMQGLVERLERAVSRLESLSAESHRPPGNCGEVNGVIGGVAPSVEAFDKLMDSMVAEF 

LKNSRILAGDVETHAEMVHSAFQAQRAFLLMASQYQQPHENDVAALLKPISEKIQEIQTF 

RERNRGSNMFNHLSAVSESIPALGWIAVSPKPGPYVKEMNDAATFYTNRVLKDYKHSDLR 

HVDWVKSYLNIWSELQAYIKEHHTTGLTWSKTGPVASTVSAFSVLSSGPGLPPPPPPPPP 

 

After reading it to a variable CAP2 and eliminating “\n” characters, we get: 

>>> find_pattern(CAP2, “NM”, 5, 5) 

maNMqglve starts at position 2 

rnrgsNMfnhls starts at position 127 

def trie_delete(trie, seq): 
    if not trie_find(trie, seq): 
        return #nothing to delete 
     
    current_node = trie #the root 
 
    last_split = current_node 
    current_c = seq[0] 
    for i in range(len(seq)-1): 
        current_node = current_node[seq[i]] 
        if len(current_node) > 1: #a split node 
            last_split = current_node 
            current_c = seq[i+1] 
 
    del last_split[current_c] 
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b. The CAP2 protein contains the following pattern: the first two positions are amino acids from L, I, 

V or M,  then any amino acid, then R, then L, then one of D or E, the next 4 positions contain any 

amino acid, and at the end R, then L, and finally E.  

Find the occurrence of this pattern and its position within CAP2. Use your function from (a). 

 
 

Question 4 – finite automata 

a. Draw a deterministic finite automaton0F

1 that accepts strings that contains any of the 6 DNA codons 

for Arginine. Use as few states as you can. Don’t forget to specify the initial and accepting state(s). 

b. Give a regular expression in Python’s re syntax for the automaton from (a). 

c. The following automaton1F

2 is supposed to recognize a TATA-like box (as it was defined in the 

lecture slides). However, it contains several minor errors. Specify these errors. 

 

 

 

 
  

                                                 
1 Automaton is the single form of automata 
2 Sketched by a student in the previous offering of the course in 2013, as part of a HW assignment 
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Question 5 – glossary for computational concepts and thinking processes 

In the next few weeks we will be generating, interactively, a glossary for the fundamental 

computational concepts we have learned in the course, as well as some thinking processes practiced. 

The goal of this assignment is to have us reflect upon these notions, and the way they might enrich the 

“culture” and the typical way of thinking in the life sciences. 

 

Each student/pair will choose one/two (correspondingly) notions from the list below, and write a short 

(½-1 page) glossary-like entry for it. Your challenge is to explain, in a nutshell, a computational concept 

to a non-CS major. This entry should include a definition, a brief, intuitive explanation, possibly a figure 

if appropriate, and biologically relevant examples, all without getting into unnecessary technical details. 

You are encouraged to use any source, such as the course’s slides, including figures, Wikipedia, etc., but 

please try to give some additional value beyond what is written in the course’s slides. 

The emphasis should be put on the understandability of your entry to a biologist without extensive 

computational background.  

 

After hw3 is submitted (May 27), you will be asked to comment on your colleague’s entries, in order to 

improve them. I may also use this glossary in the last lecture, as part of the course’s summary. 

 

In order for us to cover most, if not all of these notions, please submit your preferences in moodle. You 

will find there a survey, asking for your 3 favorite notions. Submission deadline is next Monday 12/5. 

Obviously, there may be collisions and you might not get what you asked for, but I will do my best! 

 

Computational concepts  Computational thinking processes 

Algorithm Abstraction and modelling 

Graph Generalization 

Polynomial vs. exponential time algorithms Decomposition (“top-down” design) 

Computational complexity (P, NP and NPC) Reduction 

Pre-processing Encapsulation (“black-box”) 

Data structures (in general, not a specific one) 

Computational models 

Greedy algorithms 

Trie and suffix tree 

Hash table 

Deterministic finite automata 

Regular expression 

 

The End! 
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